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Executive Summary
It remains a central principle of liberal democracy that universal human liberties and economic
growth are two sides of the same coin. Under this guiding philosophy liberal democracies
proliferated across the globe throughout the 20th Century, defeating fascist regimes in the first
half of the century and communism in the second half.
Now in the first half of the 21st Century, it is liberalism that is under threat and weakening. The
prospect of “peace and prosperity for all” promised by liberal values - globalization, free-market,
human rights, and democracy – is quickly vanishing. Gargantuan and widening inequalities
(power, income, gender, race), threats to individual privacy, national and ethnic identities
undermined due to globalization, and growing civic alienation seem to indicate that economic
development no longer needs individual liberties to thrive.
The erosion of the individual’s economic and political value is being driven, simultaneously and
paradoxically, by the exact same factor – technological disruption - that can help societies address
climate change, preserve biodiversity, promote good health and well-being, expand life
expectancy, improve the quality of life in cities, provide for food security, reduce inequalities,
universalize access to education, plan the future of work and job security, and create affordable
and clean energy. Simultaneously, disruptive technology is being employed by state and non-state
actors to manipulate electoral systems and spread misinformation.
No technology will be more disruptive in the coming years than artificial intelligence (AI). Science
and society must find new ways to come together and use AI (and all of its components including
big data, expanding computing power and smarter algorithms) to invert current global trends
and restore the promise of peace and prosperity for all. However, if algorithmic systems are to
play this role in the growth of society, then science and society need to more inclusively define
and provide the skills and ethical standards for how people, beliefs, behaviors, institutions, and
environment are represented in the AI community.
The collection of technologies that could be considered AI has been given many definitions over
the past half-century. In this report, we define AI broadly as the ability of computer systems and
algorithms to complete tasks that would otherwise require human intelligence. This report also
focuses on the AI of the here, now, and immediate future; ‘narrow AI’. These are relatively simple
systems that focus on limited tasks or applications, as opposed to the holy grail of AI, ‘general
intelligence’, which is equal to breath and scale of human cognition. The AI of today lacks many
human cognitive abilities, struggles with reasoning, cannot generalize from specific patterns it
discovers, and emotional and social intelligence is absent. However, these advanced algorithms
can still learn, improve, and predict - all central features of intelligence as we currently
understand it.
At present, AI encompasses a range of technologies, such as computer vision, natural language
understanding or speech recognition, that mimic human behavior in a narrow range of activities.
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However, breakthroughs in machine learning (ML) and the sub-fields of supervised,
unsupervised and reinforcement learning have made the whole-of-economy application of AI not
only viable but, in many cases, desirable.
While large consulting firms like PwC and McKinsey predict that artificial intelligence will add
tremendous wealth to the global economy ($16trn and $13trn respectively), Boston Consulting
Group and MIT found that for seven out of ten businesses AI projects have generated little impact
so far and PwC recently reported that the number of executives planning to deploy AI across their
firms dropped from 20%, in 2019, to 4%, in 2020 (a figure that could drop further noting the
strain that COVID-19 has placed on businesses and economic activity).3 This disconnect
underscores the need for sustained investment and a consistent regulatory framework if we are
to achieve AI’s promise.
For over two decades, the New York Academy of Sciences (the Academy) has played a role in
nurturing talent in computer sciences and has commissioned and published articles, organized
events, and convened symposiums dedicated to AI. However, recent technological breakthroughs
in AI, growing technological competition between China and the U.S. and the rise of New York City
as an AI Hub has brought new importance to the Academy’s work in this field. With the recent
appointment of Hon. Jerry MacArthur Hultin as Chair of the Academy’s Board of Advisors, in
November of 2019, and the transition to a new President and CEO, Nicholas Dirks (finalized in
June 2020) there came an opportunity to revisit the Academy’s existing AI-related activities and
explore whether a global and comprehensive AI program was needed.
Under the auspices of the outgoing President and CEO, Ellis Rubinstein, now President Emeritus,
Jerry Hultin invited Dr. André Corrêa d'Almeida in the fall of 2019 to design and implement a
roadmap to help the Academy identify its role in the AI field and define its new AI mission. A 12month plan was designed and its implementation kicked off in January 2020. The first stage
involved the delivery of three high-level roundtables, drawn from experts throughout the wider
AI ecosystem. Thought-leaders from academia, business and government came together in the
spring of 2020 to discuss the challenges and opportunities associated with AI in their fields and
offer their thoughts on what meaningful role the Academy could play to support AI research and
the deployment of the technology for the common good.
This blueprint is the second stage of the process. Linking the outcomes of each roundtable with
external research, it identifies thematic challenges facing the wider AI community. The report’s
findings are clear: despite historic levels of interest and investment, significant obstacles remain
to the wide-scale and responsible deployment of AI. In the U.S. today, acute talent shortages and a
lack of applied skills amongst graduates, middle-managers, and programmers limit the potential

The Economist (2020) “Businesses are finding AI hard to adopt” The Economist, 11 June 2020. Accessed 18 July 2020.
https://www.economist.com/technology-quarterly/2020/06/11/businesses-are-finding-ai-hard-to-adopt;
PricewaterhouseCoopers (2020) “2020 AI Predictions” PwC. Accessed 18 July 2020.
https://www.pwc.com/us/en/services/consulting/library/artificial-intelligence-predictions-2020.html
3
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of AI and with it, U.S. competitiveness. Further, a lack of collaboration between domain experts, AI
practitioners and other scientific disciplines impedes the development of integrated technical
solutions. These technological hurdles are compounded by opaque algorithms, legal ambiguities,
unrepresentative data sets, and a homogenous AI workforce.
Not included in this adapted version of the report are 25 recommendations organized around five
main areas made by the authors for the Academy's internal reflection, each proposing initiatives
the Academy could pursue to further contribute to the development and deployment of AI for the
common good.
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The Academy
The mission of the Academy is to drive innovative solutions to society's challenges by advancing
scientific research, education, and policy.
For over 200 years—since 1817—the Academy has brought together extraordinary
people working at the frontiers of discovery. Among the oldest scientific organizations in the
United States, it has become not only an enduring cultural institution in New York, but also one of
the most significant organizations in the global scientific community.
Throughout its history, the Academy's Membership has featured thinkers and innovators from all
walks of life, including U.S. Presidents Jefferson and Monroe, Thomas Edison, Charles Darwin,
Margaret Mead, and many more. Today, the Academy numbers over 20,000 Members in 100+
countries, with a President's Council that includes 36 Nobel Laureates, and a distinguished Board
of Governors composed of leaders from business, academia, and philanthropy.
The Academy is no stranger to data science and AI, being an active contributor to discussions in
the field long before the relatively recent surge in AI research and development. For more than
two decades it has hosted AI thought-leaders, convened machine learning forums, and raised
awareness about cutting-edge developments. Since 2006, the Academy has hosted its annual
Machine Learning Symposium, one of the longest-running AI-focused conferences in North
America. Through the scientific journal, The Annals of the New York Academy of Sciences, and the
Academy’s Magazine, the Academy has published research and commentary on innovations in big
data analytics, computation, and bioinformatics, among many other AI-related topics. The
Academy remains a strong supporter of talent in the data science community; through its
participation in the Global STEM Alliance and management of the Blavatnik award for young
scientists, it continues to grow the pipeline of young innovators in the field.
Given recent advances in AI and its clear potential to transform many aspects of scientific
endeavor and domains of life, the Academy is now shaping its mandate by exploring how
best it can support scientists, corporate leaders, policymakers, and practitioners in working
towards the responsible development of this essential, transformative technology.
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The AI Ecosystem in 2020: A Snapshot
Sixty-four years have passed since John McCarthy coined the term “Artificial Intelligence”
in 1956. In 2020 it is clear that AI, data science, ML and its subdomains and techniques,
have emerged as preeminent technologies for research, business, and public policy. Not
only are the frontiers of AI rapidly expanding, it is also enabling new discoveries across
diverse areas and domains of life like pharmacology, genetics, environmental science,
urban systems, and astronomy. As an applied science, it is dramatically improving
innovation and efficiency in service delivery, reshaping entire industries by lowering the
costs of prediction. Data collection and pattern recognition have powered revolutions in
advertising, fashion, and healthcare as AI predicts consumer preferences or makes
diagnoses with remarkable accuracy. Bureaucratic decision-making, a famously laborious
process, is now being automated and in 2020 welfare claims are more likely to be
determined by a machine than a human. Such is the potential of AI that researchers,
business entrepreneurs and government quickly turned to it in search of answers to the
COVID-19 pandemic. While AI applications have not yet delivered a panacea, progress is
being made in AI-assisted drug discovery and COVID-19 testing.4
While it was not clear in the last quarter of the 20th century that AI would flourish, when
massive datasets became available at the onset of the 21st century this assessment shifted
radically. At present, the change is most apparent in a select number of innovative
industries and has failed to meet the dire predictions of wide-scale unemployment or social
upheaval. That is not to suggest more seismic changes are not now underway or will not
occur as AI becomes more sophisticated. Indeed, we are now seeing the profound influence
of AI in biometric and facial recognition and the legal and privacy issues associated with
the adoption of these technologies by law enforcement, security services and private
industry.5 Yet as it stands, the clearest impact of AI in everyday life is in the optimization
and automation of discrete human tasks, like fraud detection, targeted advertising or
resume scanning.6
Like many technologies, the AI revolution has outpaced our capacity to erect regulatory
guardrails, adapt business practices, change the composition of our workforce or even to
explain what is happening deep within neural networks. The ongoing disconnect between
policy, the law, and AI systems is exacerbated by the very nature of novel AI applications –

Mei, X., Lee, H., Diao, K. et. al, (2020) “Artificial Intelligence-enabled rapid diagnosis of patients with COVID-19”, Nature
Medicine. Accessed July 12 2020. https://doi.org/10.1038/s41591-020-0931-3.
4

Precedent is now being formed on the legal implications of some of the more invasive applications of AI. The American
Civil Liberties Union has sued facial recognition firm Clearview AI for breaches of the Illinois Biometric Information
Privacy Act, claiming that the company collected and stored data on Illinois citizen in violation of the law. Statt, Nick
(2020) “ACLU sues facial recognition firm Clearview AI, calling it a ‘nightmare scenario’ for privacy”, The Verge May 28
2020. Accessed August 17 2020. https://www.theverge.com/2020/5/28/21273388/aclu-clearview-ai-lawsuit-facialrecognition-database-illinois-biometric-laws
6 Lee, Kai-Fu, (2018) AI-Superpowers: China, Silicon Valley and the New World Orders, New York: Houghton Mifflin
Harcourt.
5
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many AI systems evolve and mature upon deployment rendering efforts to anticipate the
ultimate impact of a solution difficult. Intense competition between businesses, research
institutions, and nations guarantee that the novel application and wide-spread adoption of
AI will continue apace, as will the struggle to secure AI talent. There are, however,
institutions and initiatives at the global, national and local level attempting to grapple with
the risks and opportunities offered by AI and both public and private organizations are
now building frameworks that encourage skills development, collaboration, innovation,
responsible regulation, ethical development, and informed adoption of AI systems.

Global Trends
Competition to lead AI, particularly between China, the United States and Europe, is driving
technological investment across the world. The world’s superpowers recognize that
leadership in AI will transform their own economies, militaries and societies and give them
a role as global AI leaders. Securing the best AI talent and deploying AI technology at scale
will provide a clear competitive edge in both geo-economics and geo-politics. Indeed, the
struggle for supremacy in AI has been likened to the nuclear arms race of the Cold War. 7
In 2016, the United States National Science and Technology Council published a national AI
strategy (updated in 2019), also establishing an AI/ML subcommittee to coordinate federal
activity and drive U.S. AI investment.8China quickly followed suit; in 2017, the State Council
of China released the “New Generation Artificial Intelligence Development Plan” and
signaled China’s intention to build a domestic AI industry worth nearly US$150 Billion
within five years and surpass the United States as the AI superpower by 2030. As part of
the strategy, China is building AI-focused industrial parks, funding numerous national AI
institutes and channeling immense public resources into academic and business initiatives
in ML. Even Chinese city mayors compete intensively across the country for AI dominance.9
To solidify strategic dominance in AI, the United States established the National Security
Commission on Artificial Intelligence chaired by former Google executive Dr. Eric Schmidt.
The Commission’s mandate is to “advance the development of artificial intelligence,
machine learning, and associated technologies to comprehensively address the national
security and defense needs of the United States”.10 Although nominally focused on national
security and defense, the broad approach taken by the Commission ensures its
recommendations will have implications for the research, development and deployment of

Pecotic, Adrian (2019) “Whoever Predicts the Future Will Win the AI Arms Race” Foreign Policy March 5 2019. Accessed
August 17 2020. https://foreignpolicy.com/2019/03/05/whoever-predicts-the-future-correctly-will-win-the-ai-armsrace-russia-china-united-states-artificial-intelligence-defense/
8 National Science and Technology Council (2016) “National Artificial Intelligence Research and Development Strategic
Plan”. Accessed 2 September 2020. https://www.nitrd.gov/news/national_ai_rd_strategic_plan.aspx
9 China State Council (2017) “Plan for the Development of New Generation Artificial Intelligence”. Accessed May 29, 2020.
http://fi.china-embassy.org/eng/kxjs/P020171025789108009001.pdf
10 National Security Commission on Artificial Intelligence (2019) “Interim Report”. Accessed 3 June 2020.
https://drive.google.com/file/d/153OrxnuGEjsUvlxWsFYauslwNeCEkvUb/view
7
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AI nation-wide . The Commission makes a point of emphasizing that AI must be developed
in a manner consistent with American values in deliberate contrast to the authoritarian use
of AI employed by China. The work of the Commission is complemented by the Executive
Order of Maintaining American Leadership in Artificial Intelligence (2019), which
highlights the centrality of AI in promoting scientific discovery, economic competitiveness
and national security.
While Europe is falling behind both China and the US in terms of investment, deployment
and innovation, it is leading in the field of AI regulation. Drawing from complementary
frameworks within many of its constituent nations, the EU’s 2020 White Paper on Artificial
Intelligence proposes a comprehensive roadmap for more ethical, accountable and
accessible AI.11 This is complimented by the recent European data strategy, which outlines
how the EU will entrench fundamental user rights and protections for data in the region.12
The significance of the European economy may mean that a regulatory push for bestpractice AI there will cause a shift in the business approaches around the world, in much
the way as the General Data Protection Regulation (GDPR) of 2018 prompted businesses to
implement data privacy policies globally.
Figure 1.1 – 2018 AI Rankings (Figures: Center for Data Innovation). Ranking based on comparison of six
metrics, using multiple indicators for each metrics – methodology in footnote. 13

Category
Talent
Research
Development
Adoption
Data
Hardware

United States
1
1
1
3
2
1

European Union
2
2
2
2
3
3

China
3
3
3
1
1
2

While the U.S. still leads in many overall metrics (see Figure 1.1), a recent study by the
Center for Data Innovation found it is falling behind in both AI adoption and data
collection.13 Significantly, the number of firms in 2018 demonstrated to be adopting AI in
China (32%) significantly outstripped the U.S. firms (22%). This gap is even starker when
statistics compare firms piloting AI (53% compared with 29%).

European Commission (2020) “White Paper on Artificial Intelligence: a European approach to excellence and trust”.
Accessed August 18 2020. https://ec.europa.eu/info/files/white-paper-artificial-intelligence-european-approachexcellence-and-trust_en
12 European Commission (2020) “A European strategy for data”. Accessed September 2 2020.
https://ec.europa.eu/info/sites/info/files/communication-european-strategy-data-19feb2020_en.pdf
13 Center for Data Innovation (2019) “Who Is Winning the AI Race: China, the EU or the United States?”. Accessed June 17
2020. https://www.datainnovation.org/2019/08/who-is-winning-the-ai-race-china-the-eu-or-the-united-states/
11
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Figure 1.2 – 2018 AI Adoption by Region (Source: Center for Data Innovation)

% Firms Adopting AI
% Firms Piloting AI

U.S.
22%
29%

European Union
18%
26%

China
32%
53%

Recent years have seen AI partnerships develop in the West. Under the umbrella of the
‘Global Partnership on AI’, the U.S. and other G7 economies are investing resources and
political capital to spur the development and implementation of AI. The U.S. also joined
forty-one other countries in adopting the 2019 OECD “Principles on Artificial Intelligence”,
which commits signatories to uphold international standards for safe, robust and
trustworthy AI.14 Although the U.S. remains cautious that European economies will use
such initiatives to push for comprehensive AI regulation, early signs show that it is using
this forum to present a global alternative to China’s AI model – one that promotes diversity,
inclusion and civil liberties and integrates democratic values into the design of AI
systems.15

OECD (2019) “Forty-two countries adopt new OECD Principles on Artificial Intelligence”. Accessed September 2 2020.
https://www.oecd.org/science/forty-two-countries-adopt-new-oecd-principles-on-artificial intelligence.
15 Center for Data Innovation (2019) “U.S. Global Leadership on AI a Welcome Development”. Accessed July 20 2020.
https://www.datainnovation.org/2020/07/u-s-global-leadership-on-ai-a-welcome-development/
14
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U.S. National Trends
The United States remains the global center of AI innovation and the main destination of AI
talent. Of the top 100 AI startups globally, 65% are in the United States, followed by the ‘AI
Hubs’ of the United Kingdom (8%) , Canada (8%) and China (6%) (see Figure 1.3).16 The
national environment is characterized by increasing competition for data scientists and a
renewed push for ethical and explainable AI.
Figure 1.3 – Firms in the Top AI 100 in 2020 (Image: CB Insights)

The United States is experiencing an acute shortage of AI professionals, particularly
individuals with an aptitude in deep learning, and businesses are struggling to find people
with appropriate skill-sets to match an increasingly specialized industry.17 Lack of AI talent
threatens to slow the rate of technological diffusion and productivity gains from the
technology and could depress both economic competition and innovation.18 This problem
is compounded by the increasing bifurcation of scientific talent pools as most of the US AI
workforce are born abroad; a sample study of papers presented at NeurIPS 2019, a
prestigious AI conference, found that while only 20% of authors undertook undergraduate
studies in the U.S. but some 53% now lived here.19 Talent shortages also reduce the

CB Insights (2020) “AI 100: The Artificial Intelligence Startups Redefining Industries”. Accessed June 10 2020.
https://www.cbinsights.com/research/artificial-intelligence-top-startups/
17 Center for Security and Emerging Technology (2019) “Strengthening the U.S. AI Workforce”. Accessed 5 June 2020.
https://cset.georgetown.edu/wp-content/uploads/CSET_U.S._AI_Workforce.pdf
18 Ibid, p. 12.
19 Mozur, Paul & Metz, Cade (2020) “A U.S. Secret Weapon in A.I.: Chinese Talent” The New York Times, 9 June 2020.
Accessed 26 June 2020. https://www.nytimes.com/2020/06/09/technology/china-ai-research-education.html
16
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organizational capacity of firms and government to engage with civil society and make the
public an active participant in shaping the future of AI and how it impacts human life.
As U.S. governments, research institutions, and private companies have increased their
investment in AI, there has been a commensurate push to ensure it is ethical and
explainable. Legislative initiatives such as the Algorithmic Accountability Act demonstrate
pockets of federal concern about discriminatory automated decision-making and the risk of
bias, accompanying a surge in congressional interest in AI in 2020 (see Figure 1.4).20 A
plethora of institutions across business, academia, government, and civil society are now
dedicated to developing technologies that make AI less opaque, capitalizing on the
collective push for policies that promote the ethical use of the technology.21 Encouragingly,
organizations like the National Institute of Standards and Technology have begun work on
developing standards for artificial intelligence with an emphasis on “innovation, public
trust and public confidence” in national AI systems.22
Figure 1.4 – AI-related Federal Regulation in 2020 (Source: Center for Data Innovation)23

AI Legislation
Name

Purpose

National Artificial Intelligence Initiative Act (H.R.
6216)

Almost $6.5 billion over the next five years for AI research
and development (R&D), education, and standards.
To provide students and researchers across scientific
disciplines with access to cloud computing resources and
datasets.
National Science Foundation (NSF) and the National
Institute of Standards and Technology (NIST) to support
research on generative adversarial networks.24
Department of Commerce and the Federal Trade
Commission to identify the benefits and barriers to AI
adoption in the United States.
Establishes a national program to advance artificial
intelligence research at the NIST.
National Academies of Science, Engineering, and Medicine
to examine Chinese government policies and standards
development for emerging technologies and their impact
on international standards setting organizations.
Higher education scholarships for AI practitioners in
exchange for a commitment to work for a government
institution.

National Cloud Computing Task Force Act (S.
3890)
Identifying Outputs of Generative Adversarial
Networks (IOGAN) Act (H.R. 4355)
Generating Artificial Intelligence Networking
Security (GAINS) Act (H.R. 6950)
Advancing AI Research Act of 2020 (S. 3891)
Ensuring American Leadership Over International
Standards Act (H. R. 7139)
AI Scholarship-for-Service Act (S. 3901)

Algorithmic Accountability Act 2019 – H.R. 2231 - To direct the Federal Trade Commission to require entities that use,
store, or share personal information to conduct automated decision system impact assessments and data protection
impact assessments.
21 Open AI is an AI research deployment company based in San Francisco, California. Open AI’s mission ‘is to ensure that
artificial general intelligence benefits all humanity’. https://openai.com/
22 National Institute of Standards and Technology (2019) “Plan Outlines Priorities for Federal Agency Engagement in AI
Standards Development”. Accessed 12 June 2020. https://www.nist.gov/news-events/news/2019/08/plan-outlinespriorities-federal-agency-engagement-ai-standards-development
23 Center for Data Innovation (2020) “AI Legislation in 2020”. Accessed 18 June 2020.
https://www.datainnovation.org/ai-policy-leadership/ai-legislation-tracker/ai-legislation-in-2020/
24 A generative adversarial network (GAN) are software systems designed to be trained with authentic inputs (e.g.,
photographs) to generate similar, but artificial, outputs (e.g., deep fakes).
20
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U.S. Local Trends
New York City has established itself as one of the nation’s preeminent AI hubs. In 2019 it
had the highest concentration of AI jobs in the country (9.72% versus San Francisco’s
9.2%) and was home to the second-highest number of AI startups (Figure 1.5).25 The city’s
world-class labor resources and cutting-edge industries have prompted the tech giant
(Google, Facebook, Microsoft, IBM and Amazon) to establish dedicated AI research facilities
within the city.
Figure 1.5 - Indeed 2019 Ranking of Metropolitan Areas by Percentage of AI jobs (Source: Indeed)

Rank
1
2
3
4
5
6
7
8
9
10

City
New York, NY
San Francisco, CA
Washington, D.C.
San Jose, CA
Seattle, WA
Boston, MA
Los Angeles, CA
Chicago, IL
Dallas-Fort Worth, TX
Atlanta, GA

The technology has rapidly been adopted by traditional sectors like advertising, retail, and
fashion. A breakdown of NYC industry by employment, shows the dominance of sectors,
like healthcare, finance, and education, that are particularly data-driven and open to
innovations in AI.26
Figure 1.6 – NYC, Employment by Industry 2018. Entire image = 100% (Image: DATAUSA)

Indeed (2019) “Here Are the Top 10 AI Jobs, Salaries and Cities”. Accessed 17 June 2020.
https://www.indeed.com/lead/top-10-ai-jobs-salaries-cities
26 Data USA (2020) “New York, NY”. Accessed 17 June 2020. https://datausa.io/profile/geo/new-york-ny
25
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Local Government has also demonstrated a keen interest in both using and regulating AI
and NYC is encouraging deployment within city agencies to make urban systems smarter.27
The City Council has introduced legislative initiatives to moderate the use of AI in
recruitment and the Mayor has established the specific role of an Algorithms Management
and Policy Officer.28 In 2020, the City also hired its first Director of AI, Neal Parikh, within
the Mayor’s Office of the Chief Technology Officer. The City’s Automated Decision Systems
Task Force was the first in the country to analyze the impact of AI in government and the
New York City Economic Development Corporation has announced the creation of a Center
for Responsible Artificial Intelligence.29 At current rates, it is anticipated that the city will
become the central hub of AI in the nation and one of the key AI innovation centers on
Earth.

André Corrêa d'Almeida (ed.) (2018), Smarter New York City: How City Agencies Innovate, Columbia University Press,
New York. https://cup.columbia.edu/book/smarter-new-york-city/9780231183758
28 City of New York (2019) “Mayor de Blasio Signs Executive Order to Establish Algorithms Management and Policy
Officer”. Accessed 2 June 2020. https://www1.nyc.gov/office-of-the-mayor/news/554-19/mayor-de-blasio-signsexecutive-order-establish-algorithms-management-policy-officer
29 New York City Economic Development Coordination (2019). “NYCEC Seeks Proposals to Develop and Operate NYC’s
Center for Responsible Artificial Intelligence”. Accessed 7 June 2020. https://edc.nyc/press-release/nycedc-seeksproposals-develop-and-operate-nycs-center-responsible-artificial - N.B. This project has been delayed due to COVID27

19.

16

AI Creation Roadmap
The development of this Blueprint has been informed by in-house expertise, a review of
relevant literature and the broader AI ecosystem and, most importantly, the outcomes of a
broad consultation and participatory process conducted via three high-level AI expert
roundtables in the spring and individual interviews in the summer of 2020. These
consultations were similar to a model developed by the Academy and successfully used in
the creation of prior initiatives, including the Nutrition Institute. Combined, these sources
revealed valuable information about the state of AI, including present challenges, possible
opportunities and what initiatives the Academy could meaningfully pursue to support
education, research, business development and policy work in the field. This ultimately led
to the production of this Blueprint as outlined below.

Talent and Ecosystem Mapping
A talent and ecosystem mapping exercise was undertaken in the initial stages of the project
to chart the AI ecosystem and select candidates for the round-tables. Thought leaders in AI
across academia, industry, government, and civil society were identified along with
prominent institutions working in or with AI. This process provided the Academy with a
deep understanding of influential stakeholders and enabled an analysis of existing
networks across the research, business, and policy communities.
More than 230 experts were identified in this exercise, the overwhelming majority of which
are New York based. The selection of experts was centered on diversity, contribution to the
field and/or their role in the New York AI community. Without exception, experts were
either responsible or major breakthroughs in the field, leading implementation of the
technology or being a notable commentator on relevant policy, ethical or equity issues (see
Figure 1.7).
Figure 1.7 – Breakdown of Talent Mapping by Location and Epistemic Community
Location
New York

Community
Other

Research

Industry

Policy

87

81

58

94

(City/State)

Number of
Experts

146

Not all experts were asked to attend the roundtables. There is an ongoing program of
separate engagement for particularly distinguished persons who may offer their unique
perspective as the Academy’s AI efforts develop.
Institutions were assessed on their importance to AI work and research on both a national
and local level and whether their activities addressed a gap in the field. In addition to major
university research units and publicly listed technology companies deploying AI, there are
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many influential organizations dedicated to addressing both systemic issues in AI research
as well as broader societal implications of algorithmic decision-making.
Figure 1.8 – Two Examples of Leading Non-profit Organizations in AI Research and Policy

Location: New York City
Founded: 2017
AI Focus: Understanding the social
implications of AI technologies
Activities: Interdisciplinary research on
four core areas: bias and inclusion, rights
and liberties, labor and automation, and
safety and critical infrastructure

Location: Seattle
Founded: 2014
Mission: High-impact AI research and
engineering in service of the common good
Activities: Projects to drive advances in
science and medicine through AI, including
work in NLP, AI & fairness and computer
vision

These organizations join a growing number of bodies working in analysis and advocacy of
‘tech policy’ issues. As discussed above, New York City also has a vibrant AI start-up
community with many small and medium businesses deploying ML in support of industries
endemic to the city, such as fashion, advertising, and finance.

Roundtables
The Academy hosted three high-level roundtables on March 31st, April 16th and May 1st
2020. Individuals from the talent mapping exercise were selected and invited to attend one
of the three sessions, in-person at first and then virtually once the Academy instituted
social-distancing measures in response to the COVID-19 pandemic.
Each roundtable focused on a different epistemic community, research/science, business
development and policy/public sector. Although roundtable discussions centered on
matters within these respective communities, each event was designed to elicit information
on three main issues:
1. the challenges facing AI practitioners within that community;
2. the opportunities available to AI practitioners within that community, and;
3. the potential role the Academy could play in the AI ecosystem.
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Experts in attendance were prompted to discuss three questions devised to provide the
Academy with an understanding of the current issues within their sector as well as offer
thoughts on how the Academy can add value in an increasingly crowded field. To provide
context for the discussions, a brief presentation was provided by a relevant member of the
Academy’s Board of Governors who are themselves distinguished members of these
communities. A summary of each roundtable is below.
The consistent structure of the roundtables ensured that common themes could be
identified whilst the sector-specific expertise of attendees allowed the Academy to better
understand different perspectives across research, business, and policy.
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The Roundtables: A Snapshot

Roundtable Two

Roundtable One

Roundtable Three

Focus: science and research

Focus: business development

Focus: policy and the public sector

When: 31 March 2020

When: 16 April 2020

When: 1 May 2020

Number of External Attendees: 25

Number of External Attendees: 18

Number of External Attendees: 31

Organizations Represented: NYU Tandon & Langone, NYU
Center for Data Science, Columbia University, Cornell Tech,
Rensselaer Polytechnic Institute, University of Buffalo,
Google, IBM, Blackrock, Brookhaven Labs, Microsoft,
Montclair State University, Hastings Center, Bloomberg,
IEEE, Weill Cornell Graduate School for Medical Sciences,
NY Presbyterian Hospital, J.P. Morgan

Organizations Represented: Mastercard, Facebook, Microsoft,
IBM, AstraZeneca, Venly, ITU Broadband Commission,
ComplyAdvantage, Verneek, Artificial Intelligence Finance
Institute, NYU Langone, Cornell Tech, Pymetrics, LifeNome,
Viome, Pearson

Organizations Represented: New York City Mayor’s
Office, U.S. Air Force, U.S. Government Accountability
Office, National Science Foundation, Red Hat, New York
City Economic Development Corporation, CUNY, World
Resources Institute, Surveillance Technology Oversight
Project, Global Futures Group, IVOW, World Economic
Forum, Center for Digital Government, Intelligence
Advanced Research Projects Activity, Deloitte, DVI
Communications, GeoTech Commission, Arizona State
University, Skolkovo School of Management, Citigroup,
Singularity University, Insight, NYU Tandon, NYU Center
for Data Science

Keynote Speaker: Manuela Veloso, Academy Governor and
Head of Artificial Intelligence Research at J.P Morgan

Keynote Speaker: Nadav Zafrir, Academy Governor and CoFounder and Chief Executive Officer of Team8
Questions:

Questions:

1.

1.

2.

2.
3.

What challenges face the scientific community
working with / on AI?
What new opportunities exist for researchers
working in this field?
What meaningful role could the Academy play in
the AI ecosystem?

Key issues discussed: skill shortages, algorithmic bias, data
deficits and ‘messiness’, trust and AI, the democratization
of AI, the transition from academia to industry

3.

What challenges face developers and the business
community working with/on AI?
What new opportunities exist for people looking to
develop and implement AI solutions?
What meaningful role could the Academy play in the
AI ecosystem?

Key issues discussed: SME deployment of AI, generation of
data by citizens, gaps between research and deployment,
inconsistent AI skills, the need for sector-specific talent

Keynote Speaker: Jerry MacArthur Hultin, Chair of
Academy Board and Chair of the Global Futures Group
LLC
Questions:
1.

2.
3.

What are the chief public policy issues in AI and
what problems impede the deployment of AIbased solutions in the public sector?
What are the new opportunities in AI policy and
public-sector use of AI?
What meaningful role can the Academy play in
the AI ecosystem?

Key issues discussed: data equity, educating
policymakers on AI, AI standards, regulating AI
development/deployment, disruption
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Analysis of Roundtable Information
The two-hour roundtables were rich in content and enthusiasm, yielding extremely
valuable insights on the challenges facing AI practitioners today and the dominant issues in
the field. Experts generously offered their thoughts on the state of AI in New York, the U.S.
and around the world and opined on the opportunities available to an organization, like the
Academy, looking to support AI development and implementation. The wealth of
experience in academia, industry, and policy that attendees brought to their respective
roundtables and the diversity of positions that were represented allowed for robust,
illustrative conversation.
While each roundtable was necessarily focused on a different community of practice, there
was a notable consistency amongst the challenges and opportunities in AI observed by
attendees and several common topics across each of the groups were identified. Key issues
and outcomes of the roundtables can largely be organized under the following themes:
•
•
•

education;
collaborative research and development, and;
policy & advocacy.

Each of these items are discussed in detail below.

Education
Competencies and skills: upskilling AI practitioners, AI users and Communities
Participants from all three communities of practice emphasized the importance of
advancing skill development and education in AI. Students must have the competences for
research and practitioners the skillsets to match the needs of both industry and
government. The public, public officials, and policymakers must be aware of the current
and future applications of the technology if they are going to make informed choices about
the services they consume or how they regulate AI. Business leaders at all levels must
understand the power of AI to transform their operations as well as the risks of relying on
algorithms to make critical and ethical decisions.

Skill shortages
The supply of AI talent does not currently satisfy demand with most, if not all, sectors of the
global economy now experiencing an acute skill shortage. While the number of data
scientists has increased significantly in the past decade, specialists entering the job market
have not been able to meet demand. One of the largest job sites, Indeed, reported an 29%
increase in postings for data scientists over the 2018-2019 year compared with only a 14%

21

increase in the number of job seekers self-identifying with that skillset.30 This gap is echoed
in findings from the World Economic Forum, which states that advances in AI is a top
driver of industry growth and a dominant factor behind the sizable shift in the core skills
that businesses now seek. This issue is a major barrier to technology adoption and is
crippling the ability of firms to invest in AI. 31
While the U.S. remains a powerhouse of AI education and a center of AI development, it is
not immune to the deficit in global AI talent. Immigration posture and recent pandemicrelated border closures have placed additional strain on the. Ability of the U.S. to attract AI
specialists and highlighted the reliance of the U.S. on foreign talent to sustain its AI
workforce. As a consequence, some U.S. companies are moving AI R&D abroad. 32 This
problem has been elevated to a national security issue, with the National Security
Commission on Artificial Intelligence (NSCAI) dedicating one of six lines of effort to
improving the ability of the federal government to train, recruit and retain AI talent. 33
Roundtable participants had directly experienced this skills gap and noted the issue is
more acute in some sectors than others. Both government and academia have extreme
difficulty in competing for the already sparse pool of computer scientists and data science
professionals. Businesses offer significantly higher rates of remuneration, a fact that the
‘patchwork’ of initiatives to bring in STEM talent the public sector fails to match. For
instance, institutions like the National Science Foundation, which have a wide remit in
supporting AI research, struggle to find staff with proficiency in data science. 34 Participants
also noted that the drain of AI researchers to industry is creating a dearth in educational
resources and crippling the ability of universities to train the next generation of AI talent. 35
This anecdotal evidence is supported by findings from the Computing Research Association
that the number of computer science majors is increasing at ten times the rate of tenuretrack faculty.36

Competencies and specialization
One facet of the global AI talent shortage is the lack of both core competencies and
appropriate specialization within the profession itself. In many cases, the existing training
systems for AI students and early professionals do not equip them with the broad, practical

Holak, B., (2019) “Demand for data scientists is booming and will only increase” Business Analytics, Accessed 10 June
2020. https://searchbusinessanalytics.techtarget.com/feature/Demand-for-data-scientists-is-booming-and-will-increase
31 World Economic Forum (2018) “The Future of Jobs Report”. Accessed 7 June 2020.
http://www3.weforum.org/docs/WEF_Future_of_Jobs_2018.pdf
32 Center for Security and Emerging Technology (2019) “Strengthening the U.S. AI Workforce”. Accessed 5 June 2020.
https://cset.georgetown.edu/wp-content/uploads/CSET_U.S._AI_Workforce.pdf
33 National Security Commission on Artificial Intelligence (2019) “Interim Report”. Accessed 3 June 2020.
https://drive.google.com/file/d/153OrxnuGEjsUvlxWsFYauslwNeCEkvUb/view
34 New York Academy of Sciences, AI Roundtable 3: Policy & Public Sector, 1 May 2020.
35 New York Academy of Sciences, AI roundtable 1: Research, 31 March 2020.
36 Computing Research Association (2017) “Generation CS: Computer Science Undergraduate Enrollments Surge Since
2006”. Accessed 8 June 2020. https://cra.org/data/Generation-CS/
30
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skills needed for data treatment nor do they adequately prepare them for roles in highly
specialized industries.
For example, participants reported that graduate students in computer science are
accustomed to working with data that is already sourced and pre-cleaned and do not
possess the core skill to ‘scrub’ the data themselves.37 Further, they are not trained to think
analytically about the origins, context, and implications of the datasets. Wherever collected,
there will be some level of error, or ‘messiness’ in data and a failure to address
discrepancies within a dataset can be fatal to analysis.38 This lack of educational readiness
not only creates inefficiencies once graduates transition to industry, it limits the ability of
businesses to adopt AI as they restrict their business functions to existing graduates’
skillsets. In many ways, businesses are not ready to fully utilize and nurture AI talent in
their organization.39
Industry representatives noted that AI professionals themselves often lack domain
expertise and knowledge of the environment they are operating in. Although a computer
science graduate may have the requisite data science skills, it can be difficult to train them
to understand and evaluate the data that is relevant to a business. Outside of direct
experience in the specialist industry itself, there is no channel to build a broader system’s
understanding in AI professionals of the value of the data, where it came from and what it
will be used for.40 Even in cases where professionals have an appetite to upskill and
specialize, lack of curation within the education market makes it difficult for people to
determine which proficiencies they need for what role.41
Figure 2.0 below maps some of the critical data science skills needed in many of the core
industries in NYC. Based on information provided by a number of though-leaders who
attended the roundtables, the table: (1) illustrates how data science skills needs vary
across industries and fields, (2) features the top data science skills needed in each sector
and current unmet needs, and (3) highlights definitional variance between fields of what
constitutes a data science skill. It is presented for illustrative purposes only and is not
based on any representative or large sample. Notably, many competencies identified as
being critical to data science are not STEM-based but go to broader analytical skills and
contextual thinking. Further, many of the skills identified as central to one industry can also
be consider core skills in others but have not been replicated to avoid repetition.

New York Academy of Sciences, AI roundtable 1: Research, 31 March 2020.
ACAPS (2016) “Technical Brief: Data Cleaning”. Accessed 8 June 2020.
https://www.acaps.org/sites/acaps/files/resources/files/acaps_technical_brief_data_cleaning_april_2016_0.pdf
39 New York Academy of Sciences, AI roundtable 1: Research, 31 March 2020.
40 New York Academy of Sciences, AI Roundtable 2: Industry & Developers, 16 April 2020.
41 Ibid.
37
38
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Fig. 2.0 - Critical Data Science Skills and Competencies in Selected Industries/Fields: demand and gaps
Industries/Fields

Critical AI Skills and Competencies

GovTech

Civil
Rights/Inequality

Law/Policy

Media/Journalism

Urban Innovation

FinTech

Advanced
computational
infrastructure

Learning in the
presence of data
contaminated with
human bias

How to evaluate the
discriminatory
potential of deep
learning systems and
other “black box” AI

Data Science: data,
culture and
storytelling

Critical thinking

Coding skills: Python:
scikit-learn, Keras or
Pytorch

Advanced
analytics/quantitative
techniques including
performance
measurement

Modeling and
correcting bias in
data

Understanding
statistical/algorithmic
bias

Social Sciences,
History

Application of AI to
novel problems as
opposed to the use of AI
in established problems

Data modeling and
evaluation

Facility with both
traditional SQL and
non-SQL databases

Understanding that
data-driven methods
can unintentionally
both encode existing
human biases and
introduce new ones

Ascertaining
causation for AI
decisions and errors

Machine learning

Data analytics

Commerce / Finance
background

Basic data analytics
and visualization
using off-the-shelf
libraries and tools

Understanding
algorithmic fairness

Understanding the
power and limits of AI
tools

Human-centered
data mining

Research

Neural Networks
Architectures

Data providence,
security,
confidentiality,

Algorithmic
bias detection

The power of
comparatively lowtech AI, as deployed in
Microsoft Excel

Business intelligence

Project management

Natural language
Processing
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visualization and
archiving

macros and other
more limited
platforms

Fraud detection

Definitions of
‘fairness’ in machine
learning

The role of datamining
in training AI and its
impact on privacy.

Natural Language
Processing

Integration of AI models
into complex systems

Supervised and
Unsupervised
Learning

Network-science
analysis techniques

Understanding fair
representations

Natural language
processing and ML in
reviewing discovery
and contract terms

Data visualization

People management

Reinforcement
Learning

Integrating
information across
different legacy
databases

Understanding
effective modeling: it’s
limitations and
powers

Math

Emotional intelligence

Computer science
skills

Cloud-based
infrastructure
management

Data visualization for
use in legal
proceedings

Programming

Organizational
management

Mathematics and
statistics

Data cleaning

Understanding the
relationship between
training data,
algorithms, and
operational ML
systems

Systems analysis

Communication skills

Note: “Demand” refers to general skills demand in each industry/field. “Gaps” (highlighted) refers to top unmet skills demand.
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Educating non-practitioners
Apart from skill deficits among practitioners, there is an identifiable need to uplift AI
awareness among citizens, build appreciation of AI applicability amongst business leaders
and ensure legislators are cognizant of the implications of AI - educating all three groups is
key to creating a broad understanding of the reality, promise, and perils of the technology.
Many participants agreed on the need for AI and data literacy initiatives to ensure people
across civil society, industry and politics factor AI into their decision-making.42
Even with steady progress in algorithmic explainability, large segments of the general
public arguably do not understand the value of personal data, nor are they able to make
informed choices about the AI services they consume. A 2019 study on American Attitudes
to AI by Oxford’s Center for the Governance of AI found mixed support for its development,
with some 22% of Americans opposing its promulgation and clear indicators of lower
support from people who had little to no understanding of the technology.43 The
transformative, wide-reaching impact of AI will mean that every member of the public will
interact with algorithms on a frequent, if not daily basis, and will have to trust machine
decision-making.44 While on one hand there is research to suggest growing ‘algorithm
appreciation’, i.e. the tendency to rely on advice more when it is known to come from a
machine, this can be dangerous if a user does not appreciate the inherent flaws and
limitations of an AI system.45 Reliance without understanding can exacerbate the power
asymmetry between the owners and users of algorithms with the impact of flawed AI
systems potentially effecting entire populations.
The Oxford survey also found an overwhelming majority of Americans, some 82%, believe
AI should be carefully regulated. There is now a clear appetite for legislators to create laws
that both boost AI innovation as well as protect the public from its negative impacts.46
However, participants noted that a lack of awareness in both legislators and the public was
a key obstacle in promoting responsible regulation and wide-scale public sector
deployment of AI. Policymakers and public-sector leaders fail to fully understand the
efficiencies that can be created through AI deployment or how the risks of algorithmic
discrimination might be mitigated at a technical level. Uneasiness with the technology
coupled with citizen misunderstanding or disapproval of how government algorithms may

Ibid.
Zhang, Baobao & Dafoe, Allan (2019) “Artificial Intelligence: American Attitudes and Trends”, Center for the
Governance of AI. Accessed 15 June 2020. https://governanceai.github.io/US-Public-Opinion-Report-Jan2019/us_public_opinion_report_jan_2019.pdf
44 New York Academy of Sciences, AI Roundtable 3: Policy & Public Sector, 1 May 2020; New York Academy of Sciences, AI
roundtable 1: Research, 31 March 2020.
45 Logg, Jennifer, Minson, Julia & Moore, Don(2018) “Do People Trust Algorithms More Than Companies Realize” Harvard
Business Review. Accessed 15 June 2020. https://hbr.org/2018/10/do-people-trust-algorithms-more-than-companiesrealize
46 Zhang, Baobao & Dafoe, Allan (2019) “Artificial Intelligence: American Attitudes and Trends”, Center for the
Governance of AI. Accessed 15 June 2020. https://governanceai.github.io/US-Public-Opinion-Report-Jan2019/us_public_opinion_report_jan_2019.pdf
42
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utilize public data (in facial recognition applications, for example) contribute to the
ongoing deficiencies in public-sector AI investment.47

Collaborative Research and Development
Multidisciplinary collaboration in R&D and cross-sector engagement
Across all three roundtables, it was agreed that the research, deployment and use of AIdriven technologies would benefit significantly from multidisciplinary collaboration (AI
and robotics, AI and law, AI and data visualization, for example)) and cross-sector
engagement (AI and medicine or urban engineering, for example)). AI will augment and
replace a wide range of human tasks and require significant technological, institutional, and
societal adjustments. AI/ML capabilities must therefore be both practical and ethical and,
ideally, developed with deep knowledge of the environments in which they will interact.48
To create this understanding and ensure AI solutions work positively within complex social
systems, it is critical that researchers and developers in the field integrate expertise from
not only the wider STEM disciplines and areas where the technology is being applied, but
also the humanities, social sciences, and business competencies.

Interdisciplinary Knowledge and Data Exchange
Artificial neural networks, one of the principal innovations in AI, were originally inspired
by biological processes within the human brain. Indeed, cognitive science has been
instrumental to the advancement of AI from the early days of the science. This relationship
has been mutually beneficial; cognitive science now uses AI models extensively for
processing complex data sets and testing ideas about how the brain performs
computation.49 The affinity between data science and neuroscience is perhaps the most
apparent instance of interdisciplinary cooperation in AI but it is by no means the only one.
The unparalleled pattern recognition and predictive capabilities of AI is pushing the
frontiers of research in robotics, biology, climatology and astronomy, to name a few. 50
Natural language processing, for example, is inextricably tied to the study of linguistics and
core concepts of the science, like syntax and morphology, are equally applicable. Learnings
from both disciplines have assisted the creation of powerful models like OpenAI’s GPT-3,

New York Academy of Sciences, AI Roundtable 3: Policy & Public Sector, 1 May 2020.
Dignum, Virginia (2019), “AI is multidisciplinary” AI Matters, Volume 5, Issue 4. Accessed 10 June 2020.
https://sigai.acm.org/static/aimatters/5-4/AIMatters-5-4-07-Dignum.pdf
49 Savage, Neil (2019) “How AI and neuroscience drive each other forwards” Nature, July 24 2019. Accessed 9 June 2020.
https://www.nature.com/articles/d41586-019-02212-4
50 The Royal Society & The Alan Turing Institute (2019) “The AI revolution in scientific research” Accessed 9 June 2020.
https://royalsociety.org/-/media/policy/projects/ai-and-society/AI-revolution-in-science.pdf?la=enGB&hash=5240F21B56364A00053538A0BC29FF5F
47
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which can generate remarkably diverse selection of human-like language (or even code)
from minimal input.51
Although interdisciplinary fields like bioinformatics and computational linguistics have
formed to explore the kinships between these sciences, the scale, generalizability, and wide
application of AI across all aspects of human endeavor means that the current level of
multidisciplinary cooperation is insufficient. For example, the exchange between people
with domain knowledge who collect data and practitioners who implement AI solutions
can be unnecessarily complicated or susceptible to miscommunication. Experts from two
distinct fields interpret the value and purpose of the data in different ways and may fail to
understand either the environment from which the data originated or the ways it can be
manipulated in analysis. Lacking a comprehensive grounding in both the model or the
underlying data, practitioners and users alike may hold unrealistic expectations about the
performance and applicability of AI models trained on that data.52
Multidisciplinary collaboration can help identify the most relevant questions in a given
field, address the ongoing problem of collecting the right kind of data, eliminate data silos,
promote data standardization protocols and incorporate broader perspectives to identify
novel solutions. For instance, a machine learning expert with narrow domain expertise in
finance would not be able to recognize the applicability of ML to, for example, drug
discovery. In the case of narrow domain expertise in ML, that same expert may train an
algorithm to find patterns in numerical values of data, ignoring the possibility that image
recognition of stock market fluctuations could be a more accurate and efficient way to
make predictions.53 The utility of AI in most data-intensive exercises enables the transfer of
practices in one field to another and collaboration is the vehicle on which we accrue this
knowledge.
There is also a need to encourage collaboration between researchers and practitioners
beyond the STEM disciplines and incorporate perspectives from the humanities and social
sciences. The drive to identify technical solutions in the physical and biological sciences can
overlook the impact of these solutions on their users and broader society, an exercise that
students of the humanities and socials sciences regularly undertake.54 Early integration of
these disparate views in AI development has the potential to proactively address some of
the ethical and policy concerns frequently associated with AI or resolve conflicts between
legal regimes and AI outputs in the design phase.55 This holistic approach is demonstrated

51

Heaven, Will Douglas (2020) “OpenAI’s new language generator GPT-3 is shockingly good – and completely mindless”

MIT Technology Review July 20 2020. Accessed August 19 2020.
https://www.technologyreview.com/2020/07/20/1005454/openai-machine-learning-language-generator-gpt-3-nlp/
52 New York Academy of Sciences, AI roundtable 1: Research, 31 March 2020; New York Academy of Sciences, AI
Roundtable 2: Industry & Developers, 16 April 2020.
53 New York Academy of Sciences, AI roundtable 1: Research, 31 March 2020.
54 New York Academy of Sciences, AI roundtable 1: Research, 31 March 2020.
55 New York Academy of Sciences, AI roundtable 1: Research, 31 March 2020.
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by initiatives like the IEEE’s Ethically Aligned Design, which aims to provide pragmatic and
directional insights to technologists, educators, and policymakers working on AI
solutions.56 A wider appreciation of the contexts in which AI operates also enables
researchers to consider cultural complexities and shifting value structures, increasing the
responsiveness of AI-based systems to cultural change.57
The accelerated pace with which new AI/ML methods and models are created, together
with the growing complexity of local and global challenges require the development of new
ways of collaboration, trust building and solution development between multidisciplinary
researchers and AI developers.

Engagement with Enterprise
Widespread adoption of big data analytics, cloud technology and AI are frequently
identified as the primary drivers of industry growth in both the present and near future. 58
As a technology of general application, AI has been termed ‘the next electricity’ and often
considered on par with the advent of the internet for its transformative effect.59
Organizations of all sizes, in most sectors, that deploy AI responsibly and tactically in their
core business functions are likely to achieve significant efficiencies yet, to date,
implementation has been inconsistent and sporadic.60Indeed, it appears that businesses are
preferring to pilot specialist AI services or particular products, rather than integrate the
technology into normal business functions. A recent McKinsey survey noted that only 21%
of respondents reported embedding AI into multiple business units or functions and that
many businesses “lack the foundational practices to create value from AI at scale.” 61
While a shallow talent pool and the dominance of a limited number of firms, like Google,
Microsoft, Facebook and IBM, in recruitment are large contributors to this slow rate of
adoption, there is also a fundamental lack of AI knowledge on behalf of business leadership
and small-to-medium enterprise in many sectors.62 This education gap also extends to the
advisers of businesses, like the legal profession, who are well placed to provide counsel on
the growing body of legal issues associated with AI before a business invests. In this
environment the AI community has an opportunity to develop solutions that effectively

IEEE (2019) “Ethically Aligned Design: First Edition”. Accessed 11 June 2020.
https://standards.ieee.org/content/dam/ieeestandards/standards/web/documents/other/ead1e.pdf?utm_medium=undefined&utm_source=undefined&utm_campai
gn=undefined&utm_content=undefined&utm_term=undefined
57 New York Academy of Sciences, AI roundtable 1: Research, 31 March 2020.
58 World Economic Forum (2018) “The Future of Jobs Report”. Accessed 7 June 2020.
http://www3.weforum.org/docs/WEF_Future_of_Jobs_2018.pdf
59 New York Academy of Sciences, AI roundtable 1: Research, 31 March 2020.
60 New York Academy of Sciences, AI Roundtable 2: Industry & Developers, 16 April 2020; New York Academy of Sciences,
AI Roundtable 3: Policy & Public Sector, 1 May 2020.
61 McKinsey & Company (2018) “AI adoption advances, but foundational barriers remain”. Accessed 13 June 2020.
https://www.mckinsey.com/featured-insights/artificial-intelligence/ai-adoption-advances-but-foundational-barriersremain#
62 New York Academy of Sciences, AI Roundtable 2: Industry & Developers, 16 April 2020.
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engage with the wide range of domain expertise available and demonstrate to industry
players that are being left behind the utility of the technology in augmenting core business
functions.63 An additional obstacle is the power imbalance between business leaders who
make organizational and procurement decisions and company technologists who have
knowledge of how to innovate. In some instances, these trends make AI an ‘afterthought’
rather than fundamental to future business viability.

Policy & Advocacy
Narratives, diversity, and best practice
The need for consistent policy and regulation to address the ethical and governance
concerns associated with AI is well-documented.64 However, while a clear regulatory
framework is needed, care must be taken to ensure any such framework does not unduly
inhibit innovation – technology moves faster than legislation and poor regulatory decisions
may unnecessarily hamstring US-based companies in the now global race for AI excellence.
Participants in each roundtable acknowledged the ongoing difficulties with fairness,
explainability, and trustworthiness in AI and noted the significant resources being directed
into designing more ethical algorithms. Much like the data they work with, the AI
workforce is largely unrepresentative, and initiatives are urgently needed to increase
diversity. Without losing the impetus to address these serious issues, an unrelenting focus
on legislating for the risks associated with AI can overshadow its many positives and fails
to acknowledge the role of regulation in encouraging innovation and investment.

Changing the narrative on AI
Although there is little in the way of an overarching regulatory regime within the U.S. to
guide the development and deployment of AI, considerable effort has gone into identifying
normative frameworks and principles to govern its use.65 Indeed, a report by Harvard
University’s Berkman Klein Center for Internet & Society noted that “seemingly every
organization with a connection to technology has authored or endorsed a set of principles
for AI”.66 The proliferation of non-regulatory guidance, noted by roundtable participants,
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The National Law Review (2020) “The Future of AI Regulation: The Government as a Regulator and Research &
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determine the necessary levels of oversight for particular AI applications. Government of Canada (2019) “Directive on
Automated Decision-Making – Appendix C – Impact Level Requirements” Accessed on 27 August 2020. https://www.tbssct.gc.ca/pol/doc-eng.aspx?id=32592. See also Stoyanovich, Julia & Howe, Bill (2019) “Nutritional Labels for Data and
Models” Bulletin of the IEE Computer Society Technical Committee on Data Engineering . Accessed 27 August 2020.
http://sites.computer.org/debull/A19sept/p13.pdf
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University. Accessed 12 June 2020. file:///C:/Users/adami/Downloads/SSRN-id3518482.pdf
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creates difficulties itself as technologists try to navigate between inconsistent frameworks
and build momentum for the implementation, not just publication, of standards.67
The fact that social commentary and policy discussions on AI are overwhelmingly focused
on building an ecosystem of trust, suggests a significant trust deficit between users of AI
and the companies and governments that deploy it.68 To move public opinion, practices
need to change but there remains concern that the technology cannot live up to public
expectations.69 The European Commission’s definition of ‘Trustworthy AI’ is an AI that is
lawful, ethical and both technically and socially robust – it should be a system with
transparent processes (with visibility of human-set parameters) and auditable outputs.70
However, reconstructing a chain of ‘thought’ or unpacking the nature of machinereasoning is not an easy task and human expectations of accountability do not easily
translate into how a machine makes decisions.71 Even when systems are made
interpretable by design, they are likely to be simpler and less powerful. Similarly,
explainability may have tradeoffs for privacy and an AI system analyzing personal data to
make recommendations for an individual might reveal sensitive information about that
individual under audit.72 At the present moment however, some aspects of AI are simply
unknowable and these many blind spots are driving a new wave of research in
interpretability.
Inequalities in how data for AI is collected and used also fuels distrust. Current data
markets are for the most part designed to maximize profits and reward those with
resources, often at the expense of ethics, transparency, and user privacy.73 By design these
structures exclude less-resourced stakeholders like municipalities who cannot afford to
participate in the market. These practices also neglect to consider how the supply and
demand for data exchange might rely on other mechanisms such as trust, reciprocity, and
collaboration.
While there is strong agreement on the need for transparent and ethical AI solutions,
consistent technical approaches that satisfy the competing demands of regulators,
businesses, and consumers are rare and largely elusive. Both the research and business
communities are making conscious efforts to ensure their data is more representative and
respects the privacy of users, with Amazon even suspending the sale of its ‘Rekognition’
facial recognition software to police due to ongoing concerns about police conduct and

New York Academy of Sciences, AI Roundtable 3: Policy & Public Sector, 1 May 2020.
Center for Gov. of AI.
69 New York Academy of Sciences, AI roundtable 1: Research, 31 March 2020.
70 High-Level Expert Group on Artificial Intelligence (2019) “Ethics Guidelines for Trustworthy AI” European Commission.
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71 New York Academy of Sciences, AI Roundtable 3: Policy & Public Sector, 1 May 2020.
72 The Royal Society (2019) “Explainable AI: the basics”. Accessed 16 June 2020. https://royalsociety.org//media/policy/projects/explainable-ai/AI-and-interpretability-policy-briefing.pdf
73 Nicholas, Megan Ray (2018) “Big data is so large, it’s raising privacy & ethical issues” Euroscientist. Accessed on 25 June
2020. https://www.euroscientist.com/big-data-ethical-issues/
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brutality. IBM also halted both facial recognition sales and research for ethical reasons.74
However, both capitalist imperatives and inherent limitations in the scale and nature of
data sets make these endeavors persistently difficult.75
It is also important to consider how this lackluster situation will impact universal human
development. The Universal Declaration of Human Rights, adopted by the United Nations
(UN) in 1948, and the Sustainable Development Goals (SDGs), adopted by the UN in 2015,
are the two most important development frameworks humankind produced and adopted
globally thus far, albeit in varying degrees. However, data accessibility, usability, and
agreed upon AI ethics and policy guidelines are currently real bottlenecks for the
advancement of these goals and rights. In this void, calls for AI regulation, data property
rights and consistent standards grow stronger as does the appetite for AI solutions that can
scan for unethical outputs. Without change, the embrace of the technology will remain
inconsistent and the possibility of exploitation very real.

Inclusion and Diversity
A significant body of research has been devoted to examining how AI systems can cause
harm to under-represented groups. This ‘data violence’ is not an abstract concept.
Famously, Amazon developed a hiring tool that scanned incoming resumes in reference to
past hires, and, as a consequence, downgraded candidates that attended all-women’s
colleges or screened resumes that identified too strongly with the female gender.76
Instances of racial bias are also well documented, with particular egregious examples of
machine discrimination against black people identified in health-care and law enforcement
algorithms.77 While developers are often cognizant of these issues now, it is still immensely
difficult to build ‘fairness’, itself an unsettled concept, into algorithmic decision-making. In
some cases, regulations designed to prevent discrimination limit the ability of algorithms to
take systemic disadvantage into account and prevent ‘fair’ outcomes from being achieved.78
An over-reliance on truly representative datasets drawn from dominant groups will skew

Weise, Karen & Singer, Natasha (2020) “Amazon Pauses Police Use of Its Facial Recognition Software” The New York
Times, 10 June 2020. Accessed 15 June 2020. https://www.nytimes.com/2020/06/10/technology/amazon-facial74
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2018. Accessed 14 June 2020. https://www.reuters.com/article/us-amazon-com-jobs-automation-insight/amazonscraps-secret-ai-recruiting-tool-that-showed-bias-against-women-idUSKCN1MK08G
77 Ledford, Heidi (2019) “Millions of black people affected by racial bias in health-care algorithms” Nature, October 24
2019. Accessed August 20 2020. https://www.nature.com/articles/d41586-019-03228-6 ; Heaven, Will Douglas (2020)
“Predictive policing algorithms are racist. They need to be dismantled.” MIT Technology Review, July 17 2020. Accessed
August 20 2020. https://www.technologyreview.com/2020/07/17/1005396/predictive-policing-algorithms-racistdismantled-machine-learning-bias-criminal-justice/
78 New York Academy of Sciences, AI Roundtable 2: Industry & Developers, 16 April 2020.
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an AI system’s outcomes towards those groups, itself a kind of bias.79 AI practitioners must
consider whether they want an AI solution to generate outcomes based on existing
inequalities or correct for these biases and to aim for substantively fair outcomes.
While unrepresentative data is often identified as the cause of algorithmic bias, a
contributing factor is the lack of gender and racial diversity in the AI field. Humans set the
parameters and define the initial value systems by which algorithms compute data and
create outputs. When most AI professionals designing these algorithms are themselves not
representative of the society in which the programs are deployed, they can unconsciously
perpetuate discriminatory practices. A report by New York University’s AI Now Institute
notes that only 18% of authors in the leading 21 conferences in the field are women and
some 80% of AI professors are men. Within industry, the disparities are even greater with
women making up only 10-15% of the AI research staff in Facebook and Google. The
figures on racial diversity are more problematic, with black and latinx workers combined
rarely comprising of more than 5-8% of large tech firm workforces. NeurIPS, the leading
machine learning conference, had six black attendees out of 8,500 people. 80 As a discipline,
computer science itself is at a low point in diversity with women compromising only 24%
of computer and information science professionals, a much lower rate than comparable
STEM disciplines.81 Participants in each roundtable strongly agreed with the need for a
more diverse AI workforce and supported proposals that would encourage minorities to
enter the field.

Opportunities
Although the above analysis highlights many of the challenges facing the AI community
today, none of them are insurmountable. For each issue that restricts the comprehensive,
effective, and equitable development and deployment of AI, there exists an opportunity to
foster responsible AI research and implementation.
Figure 3.0 maps some of these opportunities against the three themes that formed the body
of the above analysis. Many of the items in the below table were identified and
recommended by roundtable participants as possible initiatives that an organization could
support to resolve some of the more intractable problems in AI today.
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Accessed August 28 2020. https://becominghuman.ai/ai-fail-to-popularize-and-scale-chatbots-we-need-better-data88ed005724f6.
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81 National Science Board (2018) “Science & Engineering Indicators 2018” National Science Foundation
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Figure 3.0 - Challenges and Opportunities in AI

Themes

Challenges

Education

Collaborative Research
and Development

Policy and Advocacy

Data quality

Training on data
treatment

Joint ventures with data
domain experts

Partnerships with academia, and
government to identify correct data
sets

Data quantity

Training on alternative
AI training methods, and
use of synthetic data

Data sharing and
collaboration across
fields

Engagement of ‘citizen-scientists’ to
collect representative, organic data

Computing
Power

Training on efficient
computation methods

Connecting researchers
to computing resources

Advocating for additional funding for
AI-focused computing

Skills and
Competencies

Upskilling programs for
graduates and young
professionals focused on
AI workforce readiness

NYAS as a bridging
institution for
interdisciplinary /
cross-sector innovation
transfer

Arguing for standardization of AI
curricula

Workforce

General AI literacy
programs to encourage
entry into the profession

Multidisciplinary forums
that bring non-AI
experts into the AI
community

Facilitate AI education of front-line
staff and government officers

Diversity

Programs that highlight
the problem of
unrepresentative data

Convening groups of
minority AI
practitioners

An AI conference showcasing research
from underrepresented groups

AI Integration

Education programs
tailored to industry
decision-makers

Sponsorship projects
that focus on SME AI
uptake

Advocate for a national effort in AI
and coalesce support for wide-spread
adoption

Perceptions

AI literacy programs to
dispel myths

Co-development
projects with businesses
and citizens on AI for
the common good

Cross-sector forums with regulators
to highlight AI positives

Explainability

On-site, practical
seminars to AI
practitioners on ethical
AI

Group challenges for
transparent AI solutions

An AI conference that focuses
technical solutions on building trust
into AI

Privacy

User-awareness
programs highlighting
the value of data

Group challenges for
private AI (e.g. federated
learning, differential
privacy)

Publish research on ‘data as property
rights’
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Ethics

Seminars to foster
discussion on the risks
of unethical AI
applications

Connecting AI
researchers with socialscientists, ethicists, and
legalists

Provide scientific advice to law
enforcement for responsible
surveillance

Figure 3.0 can be contrasted with the below Figure 4.0, which identifies how existing
initiatives across the research sector, industry, government, civil society are already
addressing some of the challenges identified in this report. In many cases, the organizations
running these initiatives have established cross-sector partnerships to run programs and
foster AI development. This table is by no means exhaustive, but simply highlights some
notable projects in the field. The authors suggest that the Academy similarly look to build
upon and leverage existing partnerships or forge new relationships with organizations
already seeking to improve education, innovation, and fairness in AI.
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Figure 4.0 – Existing AI initiatives, Opportunities and Potential Partnerships

Current Initiatives
Research
Upskilling graduates

Stanford’s Human-Centered AI
institute runs accessible
external courses to build core
competencies amongst budding
AI professionals and people
working with AI systems

Government
Under the ‘CSforAll’
program, the National

Science Foundation
supports researcherpractitioner partnerships to
bring computer science and
computational thinking to
schools at the preK-12 level

Researchers at Stanford

Microsoft is launching an

University School of Medicine

Open Data Campaign to
make it easier for
companies, academics, or
researchers to share data.
They have established a set
of data use agreements to
assist the sharing of data for
training AI models

have developed a framework
for sharing clinical data in the
development of AI applications.
The framework supports the
release of de-identified and
aggregated clinical data for R&D
and made it available to

Civil Society
Nonprofit AI4ALL runs
summer AI programs for
underrepresented minority
students. Programs involve
hands-on learning,
mentorships by AI
practitioners, supported by
university networks
Organization Net Literacy runs
an initiative, AI Literacy, to
teach students how to
leverage AI in career and life
decisions. It includes the
development of a “A Parent’s
Guide to Discussing AI” and
other educational materials.

Google’s ‘Learn with Google
AI’ free resource provides
ways for students and the
public to learn about core
ML concepts and apply ML
to real-world problems. It
includes a free ML crashcourse with instructional
videos and visualizations

Opportunities

Building AI literacy

Data sharing and
collaboration

Industry

The U.S. Federal
Government’s AI

Community of Practice
brings together federal
employees to facilitate the
sharing of best practices, use
cases, and lessons learned,
and advance and share tools,
playbooks success stories
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researchers acting as ethical
data stewards
AI workforce

Cross-sector
Partnerships

Increasing diversity

with a community of
interested professionals
The NYC Economic
Development Corporation is
establishing a NYC Center
for Responsible AI, a core
objective of which is to train
the current and future
workforce on developing
and implementing
responsible AI (N.B.
suspended due to COVID19)

Partnership on AI brings

The Federal Government’s
American AI Initiative is
encouraging AI fellowship
and scholarship programs at
Federal agencies, including
Defense, the National
Science Foundation, NASA
and DARPA

The National Science and
Technology Council is
working to develop Federal
partnerships with industry
and academia on AI R&D

together academics,
researchers, civil society, and
companies to formulate best
practices of AI, build public
trust and create educational
material
VentureBeat runs a ‘women
in AI’ award program to
recognize outstanding
women in their fields,
particularly women who
have worked to improve
fairness and ethics in AI

The Aspen Tech Policy Hub
runs an incubation program
for Silicon Valley engineers to
work with policymakers and
build cooperation between
technologists and
policymakers
Nonprofit Women in AI works
to increase female
representation and
participation in AI, its Wai2G0
mentoring and training
program aims to raise
awareness and empower
women in the field
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Improving fairness /
transparency

OpenAI works on advancing AI
capabilities, safety, and policy.
Their research agenda includes
programs dedicated to
engineering explainability in AI
UC Berkeley maintains an
accessible tracker of ‘bias in
datasets

Amazon is partnering with
the National Science
Foundation to build fairness
in AI, with the goal of
contributing to trustworthy
AI systems that are readily
accepted and deployed to
tackle grand challenges
facing society

The National Institute of

Standards and Technology is
focusing on development of
the needed measurements,
standards, and related
solutions for trustworthy AI

Mozilla is sponsoring
challenges to support the
development of curricula
that integrates ethics into
undergraduate computer
science courses.
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Conclusion
The importance of AI as a facilitator of scientific discovery and research, as a technology
that augments almost all aspects of human life, and as a point of contrast for human
aptitude, competency and creativity will continue to grow exponentially in the immediate
term. In many ways, this growth creates or exacerbates many of the key issues we are
seeing in the AI field today; entrepreneurs and existing businesses are developing and
deploying AI solutions without fully understanding the breadth of societal consequences,
regulators are struggling to identify and implement consistent standards that both regulate
AI’s excesses without hamstringing innovation, and demand for AI talent outstrips supply.
An array of government, academic, business and civic initiatives have sprung up in recent
years to address these issues, resulting in an ecosystem of overlapping regulations and
competition between nation states. In this chaotic environment there is a growing need for
an overarching organization, like the Academy, to bring together AI leaders and users to
identify and then fill gaps in education, research, and policy with the goal of generating
consistent and pragmatic solutions to some of the most important problems now facing
scientists, business leaders, and policymakers. Additionally, as this report has
demonstrated, there is a clear need to educate and build a strong, diverse, collaborative AI
workforce that creates responsible AI solutions for the common good. The Academy is
uniquely situated to support this mission.
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Appendix
Item 1. Roundtable One Attendees – Research
Name

Title

Primary Affiliation

Solon Barocas

Principal Researcher

Microsoft Research

Rumi Chunara

Assistant Professor

NYU Tandon

Olivier Elemento

Professor of Biology and Biophysics

Weill Cornell Medical College

David Fenyo

Professor, Department of Biochemistry and
Molecular Pharmacology

NYU Langone

Peter M. Fleischut

Chief Transformation Officer

New York Presbyterian Hospital; Weill

Thomas Fuchs

Associate Professor

Weill Cornell Graduate School for Medical
Sciences

John C. Havens

Executive Director

IEEE Global Initiative on Ethics of Autonomous
and Intelligent Systems

James A. Hendler

Professor of Computer, Web and Cognitive
Sciences

Rensselaer Polytechnic Institute

Rashmi Jain

Professor of Information Management and
Business Analytics

Montclair State University

Sherry Marcus

Managing Director, Co-Head AI Labs

Blackrock

Aleksandra Mojsilovic

IBM Fellow, AI Science

IBM

Greg Morrisett

Dean and Vice Provost

Cornell Tech

Nasrin Mostafazadeh

Co-founder

Verneek

Emily Pitler

Research Scientist

Google

Mark Shepard

Associate Professor

University of Buffalo

Andrew W. Smyth

Professor of Civil Engineering and
Engineering Mechanics

Columbia University

Mildred Solomon

President

Hastings Center

Emily L. Spratt

Research Fellow

Columbia Data Science Institute

Amanda Stent

NLP Architect

Bloomberg

Julia Stoyanovich

Assistant Professor

NYU Tandon School of Engineering and Center for
Data Science
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Kerstin Kleese van Dam

Leader, Computational Science Initiative

Brookhaven Labs

Manuela Veloso

Head of AI Research

J.P. Morgan; NYAS Board of Governors

Item 2. Roundtable Two Attendees – Industry
Name

Title

Primary Affiliation

Paul Horn

Founding Partner and Executive Chair

Venly; NYAS Board of Governors; IBM; NYU

Judith Spitz

Founder and Executive Director

Breakthrough Tech @ Cornell Tech

John Behrens

VP, AI Product Development

Pearson

Rohit Chauhan

Executive Vice President, Artificial
Intelligence

Mastercard

JoAnn Stonier

Chief Data Officer

Mastercard

Shameer Khader

Senior Director

AstraZeneca

Frida Polli

CEO and Founder

Pymetrics

Raya Khanin

Co-founder and CSO

LifeNome

Guru Banavar

Chief Technology Officer

Viome Inc

Sarah Bird

Principal Program Manager

Microsoft Research

Adina Williams

Research Scientist

Facebook Artificial Intelligence Research

Joanna Rubinstein

President & CEO (WCF); Commissioner (BC)

World Childhood Foundation (WCF) USA;
Broadband Commission

Charles Delingpole

CEO

ComplyAdvantage

Francesca Rossi

AI Ethics Global Leader

IBM Research

Wendy Taylor

Fellow

Rockefeller Foundation

Omid Bakhshandeh

Co-Founder & CEO

Verneek

Miquel Noguer i Alonso

Founder

Artificial Intelligence Finance Institute

David Fenyo

Professor, Department of Biochemistry and
Molecular Pharmacology

NYU Langone
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Item 3. Roundtable Three Attendees – Government and Policy
Name

Title

Primary Affiliation

David Egts

Chief Technologist & Director

Red Hat

Karen Bhatia

Senior Vice President

New York City Economic Development
Corporation

Jeff Alstott

Program Manager

Intelligence Advanced Research Projects Activity

Tim Persons

Chief Scientific Officer

U.S. Government Accountability Office

Teri Takai

Executive Director

Center for Digital Government

Julia Stoyanovich

Assistant Professor

NYU Tandon School of Engineering and Center for
Data Science

Henry Kautz

Division Director

CISE/IIS - National Science Foundation

Laura Schultz

Director of Fiscal Analysis and Senior
Economist

Rockefeller Institute of Government

Susan P. Imberman

University Associate Dean for Technology
Education

CUNY

Amen Ra Mashariki

Global Director, Data Lab

World Resources Institute

Albert Fox Cahn

Executive Director

Surveillance Technology Oversight Project

Arun Kashyap

Senior Advisor

Global Futures Group

Davar Ardalan

Founder and Chief Storytelling Officer

IVOW

Jules Coleman

CEO (GFG); Professor of Jurisprudence and
Professor of Philosophy (Yale); Senior Vice
Provost for Academic Planning (NYU)

Global Futures Group; NYU

Kelly Jin

Chief Analytics Officer; Director of Mayor's
Office of Data Analytics

NYC Government

Daniel Castro

Director, Center for Data Innovation

Government Accountability Office

Captain Michael Kannan

Co-Chair for Artificial Intelligence & Machine
Learning

U.S. Air Force

Kay Firth-Butterfield

Head of Artificial Intelligence and Machine
Learning

World Economic Forum, Center for the Fourth
Industrial Revolution;

Lucas Finco

Lead Data Scientist AI

Insight

Banning Garrett

Atlantic Council

Singularity University
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Scott Corwin

Managing Director

Deloitte

Jelena Kovačević

Dean, Tandon SOE

NYU

Eric
van der Kleij

CEO

FrontierNetwork.com

Ben
Occhiogrosso

CEO

DVI Communications

John Paul Farmer

Chief Technology Officer

NYC Government

Alan Wernick

Attorney

Lev
Gonick

Chief Information Officer

Arizona State University

Arindam
Mukhodpadhyay

Global Head, Managing Director

Citigroup

David Bray

Director

GeoTech Commission

David Mordecai

Risk, insurance, NYU and private sector;
Board of Governors of NYAS

NYU

Andrei
Sharonov

President

Skolkovo School of Management, Moscow

Note: These tables do not include Academy’s personnel that also attended the Roundtables.
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